Lecture 7: Temporal-Difference Learning
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Introduction

Shiyu Zhao

This lecture introduces temporal-difference (TD) learning, which is one

of the most well-known methods in reinforcement learning (RL).

Monte Carlo (MC) learning is the first model-free method. TD learning
is the second model-free method. TD has some advantages compared
to MC.

We will see how the stochastic approximation methods studied in the

last lecture are useful.



Motivating examples

TD learning of state values

TD learning of action values: Sarsa

TD learning of action values: Expected Sarsa
TD learning of action values: n-step Sarsa

@ TD learning of optimal action values: Q-learning
A unified point of view

B Summary
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Motivating examples
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Motivating example: stochastic algorithms

We next consider some stochastic problems and show how to use the RM
algorithm to solve them.

First, consider the simple mean estimation problem: calculate
w = E[X],
based on some iid samples {z} of X.
e By writing g(w) = w — E[X], we can reformulate the problem to a
root-finding problem
g(w) = 0.
e Since we can only obtain samples {z} of X, the noisy observation is
9w, n) = w -z = (w—E[X]) + (E[X] - z) = g(w) + 1.
e Then, according to the last lecture, we know the RM algorithm for
solving g(w) =0 is

Wit1 = Wi — o G(Wi, M) = Wy — g (W — Tk)
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Motivating example: stochastic algorithms

Second, consider a little more complex problem. That is to estimate

the mean of a function v(X),
w = E[v(X))],
based on some iid random samples {z} of X.

e To solve this problem, we define

g(w) = w — E[p(X)]
§w,m) = w — v(z) = (w — Ep(X)]) + Ep(X)] - () = g(w) + 1.

e Then, the problem becomes a root-finding problem: g(w) = 0. The

corresponding RM algorithm is
Wiy1 = Wx — ap(Wg, Mk) = wg — ag[wy, — v(Tk)]

Shiyu Zhao



Motivating example: stochastic algorithms

Third, consider an even more complex problem: calculate
w = E[R + yv(X)],
where R, X are random variables, 7 is a constant, and v(-) is a function.

e Suppose we can obtain samples {z} and {r} of X and R. we define

g9(w) = w = E[R + yo(X)],
g(w,n) = w — [r +yo(z)]
= (w = E[R + 0 (X)]) + (E[R +y0(X)] = [r + yv(2)])
= g(w) +1.
e Then, the problem becomes a root-finding problem: g(w) = 0. The
corresponding RM algorithm is
We1 = Wk — agG(Wk, M) = Wi, — agwg — (rk +yv(2k))]
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Motivating example: stochastic algorithms

Quick summary:
e The above three examples are more and more complex.
e They can all be solved by the RM algorithm.

e We will see that the TD algorithms have similar expressions.
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TD learning of state values
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TD learning of state values

Note that
e TD learning often refers to a broad class of RL algorithms.

e TD learning also refers to a specific algorithm for estimating state

values as introduced below.
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TD learning of state values — Algorithm description

The data/experience required by the algorithm:

® (50,71,815 586, Tt41, St41,---) OF {(S¢,Te41,5¢+1) }+ generated

following the given policy 7.

The TD learning algorithm is

e (8e) = vi(se) — ar(se) |vese) = [regr +yve(sera)] | (1)
vir1(s) = ve(s), Vs # sy, (2)
where t = 0,1,2,.... Here, v(s;) is the estimated state value of v;(s¢);

ay(s¢) is the learning rate of s; at time t¢.

e At time ¢, only the value of the visited state s; is updated whereas the

values of the unvisited states s # s; remain unchanged.

e The update in (2) will be omitted when the context is clear.
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TD learning of state values — Algorithm properties

The TD algorithm can be annotated as

TD error 64
vir1(8t) = v (8¢) *ﬂt(st)[vt(st) — [Per1 + e (se41)] L (3)
—— ~—— —_———
new estimate current estimate TD target v

Here,

Ty = Tyq1 + YU (St41)

is called the TD target.

0 = v(8¢) — [reg1 + y(se41)] = v(s¢) — s

is called the TD error.
It is clear that the new estimate v;11(s;) is a combination of the current
estimate v¢(s;) and the TD error.

Shiyu Zhao 12 /60



TD learning of state values — Algorithm properties

First, why is v; called the TD target?

That is because the algorithm drives v(s;) towards o;.

To see that,
Veg1(5t) = ve(se) — c(se) [ve(se) — O]
= U1(8e) =0 = vi(s) 0 — oy St)[ t(s¢) — ]
= vp1(8e) =0 = [1 — au(se)][ve(5¢) — 4]
= |ve+1(8t) 0| = |1 — cu(se)||ve(s) — 4]

Since ay(s¢) is a small positive number, we have
0<1—ay(sy) <1
Therefore,
i1 (56)=0¢| < [ve(se)—0e

which means v(s;) is driven towards ¥;!
Shiyu Zhao 13 /60



TD learning of state values — Algorithm properties

Second, what is the interpretation of the TD error?

O = v(st) — [res1 + yv(se+1)]

e |t is a difference between two consequent time steps.

e |t reflects the deficiency between v; and v,. To see that, denote
Ot = Ur(8t) = [Pes1 + YO (St41)]
Note that

E[dr.+

St = St] = U-,T(St) — E[Rt+1 A ’}/UW(St+1)|St = St] =0.

e If v; = v, then d; should be zero (in the expectation sense).

e Hence, if d; is not zero, then v; is not equal to v.

e The TD error can be interpreted as innovation, which means new

information obtained from the experience (s¢, 7441, St+1)-
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TD learning of state values — Algorithm properties

Other properties:

e The TD algorithm in (3) only estimates the state value of a given
policy.
e [t does not estimate the action values.

e [t does not search for optimal policies.

e Later, we will see how to estimate action values and then search for

optimal policies.

o Nonetheless, the TD algorithm in (3) is fundamental for understanding

the core idea.

Shiyu Zhao 15 /60



TD learning of state values — The idea of the algorithm

Q: What does this TD algorithm do mathematically?

A: It solves the Bellman equation of a given policy 7.

Shiyu Zhao 16 / 60



TD learning of state values — The idea of the algorithm

First, a new expression of the Bellman equation.

The definition of state value of 7 is
vr(s) =E[R+1G|S=s], s€S (4)
where G is discounted return. Since

E[G|S =] =Y _w(als) Y p(s'ls,a)on(s') = E[vn(S")|S = s],

where S’ is the next state, we can rewrite (4) as
vr(s) =E[R+yv:(5)|S=s], seS. (5)

Equation (5) is another expression of the Bellman equation. It is
sometimes called the Bellman expectation equation, an important tool to

design and analyze TD algorithms.

Shiyu Zhao 17/60



TD learning of state values — The idea of the algorithm

Second, solve the Bellman equation in (5) using the RM algorithm.

In particular, by defining
9(v(s)) = v(s) —E[R + yvr(5)ls],
we can rewrite (5) as
g(v(s)) = 0.

Since we can only obtain the samples r and s’ of R and S’, the noisy

observation we have is

g(v(s)) = v(s) — [r + yvx(s)]
= ( E[R + yvx (S )|5D + (E[R—&-’yvﬂ(S/)\s] —[r —&-’va(s')]) .

g(v(s)) n

Shiyu Zhao 18 /60



TD learning of state values — The idea of the algorithm

Therefore, the RM algorithm for solving g(v(s)) =0 is

Vky1(8) = v(s) — arg(vk(s))

= vg(s) — ag (vk(s) — [ri+ ’y@,r(s;f)]), k=1,2,3,... (6)

where vy (s) is the estimate of v, (s) at the kth step; 7y, s}, are the

samples of R, S’ obtained at the kth step.

The RM algorithm in (6) has two assumptions that deserve special

attention.
e We must have the experience set {(s,7,s")} for k=1,2,3,....

e We assume that v, (s") is already known for any s’

Shiyu Zhao 19 /60



TD learning of state values — The idea of the algorithm

Therefore, the RM algorithm for solving g(v(s)) =0 is

Vk1(8) = vr(s) — arg(vi(s))

= vp(s) — ag (vk(s) — [ri+ ’y’Uﬂ-(S;\n)}>, k=1,2,3,...

where vy(s) is the estimate of v, (s) at the kth step; 7y, s, are the

samples of R, S’ obtained at the kth step.

To remove the two assumptions in the RM algorithm, we can modify it.

e One modification is that {(s,r,s")} is changed to {(s¢,7¢+1, St+1)} so

that the algorithm can utilize the sequential samples in an episode.

e Another modification is that v, (s’) is replaced by an estimate of it

because we don't know it in advance.
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TD learning of state values — Algorithm convergence

Theorem (Convergence of TD Learning)

By the TD algorithm (1), v:(s) converges with probability 1 to v,(s) for all
s€Sast— o0 ify, au(s) =00 and 3, ai(s) < oo for all s € S.

Remarks:

e This theorem says the state value can be found by the TD algorithm for a
given a policy .

e >, au(s) = o0 and Y, a?(s) < oo must be valid for all s € S. At time step
t, if s = s; which means that s is visited at time ¢, then a¢(s) > 0;
otherwise, a(s) = 0 for all the other s # s¢. That requires every state must
be visited an infinite (or sufficiently many) number of times.

e The learning rate « is often selected as a small constant. In this case, the
condition that ), a7 (s) < oo is invalid anymore. When « is constant, it can

still be shown that the algorithm converges in the sense of expectation sense.

For the proof of the theorem, see my book.
Shiyu Zhao 21/60



While TD learning and MC learning are both model-free, what are the

advantages and disadvantages of TD learning compared to MC

learning?

TD/Sarsa learning

MC learning

Online: TD learning is online. It can
update the state/action values imme-

diately after receiving a reward.

Offline:

has to wait until an episode has been

MC learning is offline. It

completely collected.

Continuing tasks: Since TD learning
is online, it can handle both episodic

and continuing tasks.

Episodic tasks: Since MC learning
is offline, it can only handle episodic

tasks that has terminate states.

Table: Comparison between TD learning and MC learning.

Shiyu Zhao

TD learning of state values — Algorithm properties
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While TD learning and MC learning are both model-free, what are the

advantages and disadvantages of TD learning compared to MC

learning?

TD/Sarsa learning

MC learning

Bootstrapping: TD bootstraps be-
cause the update of a value relies on
the previous estimate of this value.

Hence, it requires initial guesses.

MC is

bootstrapping, because it can directly

Non-bootstrapping: not

estimate state/action values without

any initial guess.

Low estimation variance: TD has
lower than MC because there are few-
er random variables. For instance,

Sarsa requires Ri41, St4+1, At+1.

High estimation variance: To esti-
mate ¢ (St,at+), we need samples of
Rit1 +YRii2 +~>Riy3+.... Sup-
pose the length of each episode is L.

There are |A|Y possible episodes.

Table: Comparison between TD learning and MC learning (continued).

Shiyu Zhao
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TD learning of action values: Sarsa
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TD learning of action values — Sarsa

e The TD algorithm introduced in the last section can only estimate

state values.

e Next, we introduce, Sarsa, an algorithm that can directly estimate

action values.

e We will also see how to use Sarsa to find optimal policies.

Shiyu Zhao 25 /60



Sarsa — Algorithm

First, our aim is to estimate the action values of a given policy 7.

Suppose we have some experience {(s¢, Gt Tt41, St41, Q1) Fe-

We can use the following Sarsa algorithm to estimate the action values:

ql‘+1(5ta (lt) = qt(sl‘» @t) - (Yt(é'u (lt) Qt(é’t«, at) - [7't+1 + ’Y(]t(é’tﬂa Gt+1)} )
qt+1 (87 CL) = qt(Sa a)f v(sﬂ (l) 7& (St-, at):

where t =0,1,2,....

o q:(st,at) is an estimate of ¢ (st, ar);

o (s, ay) is the learning rate depending on s¢, as.
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Sarsa — Algorithm

e Why is this algorithm called Sarsa? That is because each step of the
algorithm involves (s, at, ¢+1, St+1, ar+1). Sarsa is the abbreviation of

state-action-reward-state-action.

e What is the relationship between Sarsa and the previous TD learning
algorithm? We can obtain Sarsa by replacing the state value estimate v(s)
in the TD algorithm with the action value estimate ¢(s,a). As a result,

Sarsa is an action-value version of the TD algorithm.

e What does the Sarsa algorithm do mathematically? The expression of
Sarsa suggests that it is a stochastic approximation algorithm solving the

following equation:
g(s,a) =E [R—i—’yq,,(S',A/)\s,a] , Vs, a.

This is another expression of the Bellman equation expressed in terms of

action values. The proof is given in my book.
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Sarsa — Algorithm

Theorem (Convergence of Sarsa learning)

By the Sarsa algorithm, g:+(s,a) converges with probability 1 to the action

value g (s,a) ast — oo for all (s,a) if Y, au(s,a) = 0o and 3°, af(s,a) < oo
for all (s,a).

Remarks:

e This theorem says the action value can be found by Sarsa for a given a
policy .
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Sarsa — Implementation

The ultimate goal of RL is to find optimal policies.
To do that, we can combine Sarsa with a policy improvement step.

The combined algorithm is also called Sarsa.

Pseudocode: Policy searching by Sarsa

For each episode, do
If the current s¢ is not the target state, do

Collect the experience (s¢, at,Tt+1, St+1,0¢+1): In particular, take ac-

tion a¢ following 7¢(s¢), generate 1441, s¢+1, and then take action a¢+1

following ¢ (s¢+1).

Update g-value:
qt+1(st,at) = qe(st,a) — ae(st,ar) [Qt(St,az) — [res1 +
Gt (st+1, at+1)]]

Update policy:
w1 (alsy) =1 — |€7|(\A\ —1) if a = argmaxq g¢+1(s¢, a)

met+1(alse) = ﬁ otherwise

Shiyu Zh: 29/60



Sarsa — Implementation

Remarks about this algorithm:

e The policy of s; is updated immediately after q(s¢, a;) is updated.

This is based on the idea of generalized policy iteration.

e The policy is e-greedy instead of greedy to well balance exploitation

and exploration.
Be clear about the core idea and complication:

e The core idea is simple: that is to use an algorithm to solve the

Bellman equation of a given policy.

e The complication emerges when we try to find optimal policies and

work efficiently.
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Sarsa — Examples

Task description:

e The task is to find a good path from a specific starting state to the
target state.
e This task is different from all the previous tasks where we need to
find out the optimal policy for every state!
e Each episode starts from the top-left state and end in the target
state.
e In the future, pay attention to what the task is.
® Ttarget = 0, Tforbidden = Thoundary = —10, and 7other = —1. The
learning rate is @ = 0.1 and the value of € is 0.1.
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Sarsa — Examples

Results:
e The left figures above show the final policy obtained by Sarsa.
e Not all states have the optimal policy.
e The right figures show the total reward and length of every episode.

e The metric of total reward per episode will be frequently used.
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TD learning of action values: Expected Sarsa
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TD learning of action values: Expected Sarsa

A variant of Sarsa is the Expected Sarsa algorithm:

Gev1(St,at) = qe(se, ar) — ax(se, ar) [Qz(St, at) — (res1 + VElge(se41, A)])],
qe+1(8,a) = qi(s,a), V(s,a) # (st,at),

where

Elgi(ser1, A)]) = > me(alser1)ge(se+1,a) = ve(se41)

a

is the expected value of g:(s¢+1,a) under policy ;.

Compared to Sarsa:

e The TD target is changed from 7111 + vq:(S¢+1,at+1) as in Sarsa to

ri+1 + YE[ge(se+1, A)] as in Expected Sarsa.

e Need more computation. But it is beneficial in the sense that it reduces the
estimation variances because it reduces random variables in Sarsa from
{st,at,7e41, St1,ae41} to {S¢, as, Te41, St41}
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TD learning of action values: Expected Sarsa

What does the algorithm do mathematically? Expected Sarsa is a stochastic

approximation algorithm for solving the following equation:

0n(5,0) = E[Rit + VB, 105, [9n (St1, Acir)]

St =s,Ar = a], Vs, a.
The above equation is another expression of the Bellman equation:
¢r(5,a) = E|Ryt1 + yvr(Ses1)|Se = 5, Ay = a}

Illustrative example:
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TD learning of action values: n-step Sarsa
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TD learning of action values: n-step Sarsa

n-step Sarsa: can unify Sarsa and Monte Carlo learning

The definition of action value is
q=(s,a) = E[G|S; = s, A; = a.
The discounted return G; can be written in different forms as

Sarsa <— G(l) Riy1 + vGn(Se+1, Aita),
G(Q) Riy1 +vRipo + 7y QW(SH-Q: Aty2),

n-step Sarsa «—  G{™ = Ryp1 +7Repa + -+ + 7" 0w (Stin, Arin),

MC «— Gz(too) =Riv1 +vRiy2 + ’Y2Rt+3 oo

It should be noted that G, = G\ = G{* = G{™ = G{*, where the

superscripts merely indicate the different decomposition structures of Gy.
Shiyu Zhao 37/60



TD learning of action values: n-step Sarsa

e Sarsa aims to solve
4r(5,a) = E[G"|s, 0] = E[Rss1 +14x(See1, Ara)ls, dl.
e MC learning aims to solve

Qr(s,a) = E[Ggm)|s, a] = E[Riy1 +YRiy2 + V2 Riyz + ... s, a).

An intermediate algorithm called n-step Sarsa aims to solve
dn(s,0) = E[G™|s,a] = E[Res1 + YRy + - + 7"¢r(Stan, Artn)ls, al.
e The algorithm of n-step Sarsa is
Get1(se, ar) = qu(se, ar)
— (s, at) [Qt(st, at) — [re41 + yrere + - + 7" @ (St4n, at+n)]}.

n-step Sarsa is more general because it becomes the (one-step) Sarsa

algorithm when n = 1 and the MC learning algorithm when n = cc.

Shiyu Zhao 38 /60



TD learning of action values: n-step Sarsa

(] n—step Sarsa needs (St, Aty Tt+41y St+1, At41y - -« s Tt4n, St4n, at+n).
e Since (T¢+n, St4n,t4+n) has not been collected at time ¢, we are not able to
implement n-step Sarsa at step t. However, we can wait until time ¢t + n to

update the g-value of (s¢,a:):
Qe+n(8t, at) = Getn—1(5¢, ar)
— tyn—1(5t,a¢) |:qt+n71(5t7 ai) — [reg1 +y7reg2 + -+ " Grn—1(St4n, at+n)]:|

e Since n-step Sarsa includes Sarsa and MC learning as two extreme cases, its
performance is a blend of Sarsa and MC learning:
e If n is large, its performance is close to MC learning and hence has a large
variance but a small bias.
e |f n is small, its performance is close to Sarsa and hence has a relatively
large bias due to the initial guess and relatively low variance.
e Finally, n-step Sarsa is also for policy evaluation. It can be combined with

the policy improvement step to search for optimal policies.
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@ TD learning of optimal action values: Q-learning
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TD learning of optimal action values: Q-learning

e Next, we introduce Q-learning, one of the most widely used RL
algorithms.

e Sarsa can estimate the action values of a given policy. It must be
combined with a policy improvement step to find optimal policies.

e Q-learning can directly estimate optimal action values and hence

optimal policies.
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Q-learning — Algorithm

The Q-learning algorithm is

Get1(se, ar) = (e, ar) — (s, ar) |:Qt(5t~,at) = [re+1 +ymax qt(5t+l:a)}} :

a+1(s,a) = qe(s,a), V(s,a) # (s, ar),

Q-learning is very similar to Sarsa. They are different only in terms of the
TD target:

e The TD target in Q-learning is r¢11 + ymax,c 4 ¢:(St+1, a)

e The TD target in Sarsa is 441 + Yq:(St41, Qt+1)-
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Q-learning — Algorithm

What does Q-learning do mathematically?

It aims to solve
q(s,a) = E |Riy1 + ymax q(Siy1,a)|S = 5, A = a} , Vs, a.
a

This is the Bellman optimality equation expressed in terms of action

values. See the proof in my book.
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Off-policy vs on-policy

Before further studying Q-learning, we first introduce two important
concepts: on-policy learning and off-policy learning.

There exist two policies in a TD learning task:

e The behavior policy is used to generate experience samples.

e The target policy is constantly updated toward an optimal policy.
On-policy vs off-policy:

e When the behavior policy is the same as the target policy, such kind of

learning is called on-policy.

e When they are different, the learning is called off-policy.
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Off-policy vs on-policy

Advantages of off-policy learning:

e |t can search for optimal policies based on the experience samples
generated by any other policies.

e As an important special case, the behavior policy can be selected to
be exploratory. For example, if we would like to estimate the action
values of all state-action pairs, we can use a exploratory policy to
generate episodes visiting every state-action pair sufficiently many

times.
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Off-policy vs on-policy

How to judge if a TD algorithm is on-policy or off-policy?
e First, check what the algorithm does mathematically.
e Second, check what things are required to implement the algorithm.

It deserves special attention because it is one of the most confusing

problems to beginners.
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Off-policy vs on-policy

Sarsa is on-policy.

e First, Sarsa aims to solve the Bellman equation of a given policy 7:
qr(s,a) = E[R+vq,(S", A")|s,a], Vs,a.
where R ~ p(R|s,a), S’ ~ p(S'|s,a), A" ~ w(A’|S").
e Second, the algorithm is
Gr1(56,ae) = qe(se, ar) — u(se,ar) | Ge(se5ar) — [Fe1 +vq (641, at+1)]}7

which requires (S¢, g, Te41, St41, Qtt1):

o If (s¢,a;) is given, then r;11 and s;11 do not depend on any policy!

e a;1 is generated following 74 (s¢41)!
e 7 is both the target and behavior policy.
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Off-policy vs on-policy

Monte Carlo learning is on-policy.

First, the MC method aims to solve
qr(s,a) =E[Rit1 + YRiqa + ... |S: = s, Ay = a], Vs, a.

where the sample is generated following a given policy 7.

e Second, the implementation of the MC method is

q(s,a) = ripr +yrepe + ...

A policy is used to generate samples, which is further used to estimate
the action values of the policy. Based on the action values, we can

improve the policy.
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Off-policy vs on-policy

Q-learning is off-policy.

e First, Q-learning aims to solve the Bellman optimality equation
q(s,a) =E [Rt—H +’ymgxq(5t+1,a)‘3t =s,A; = a} , Vs, a.
e Second, the algorithm is
Gr4+1(8t, ar) = qi(se, ar) — (e, at) I:Qt(sh ar) = [res1 + ymax gi(se+1, a)]

which requires (¢, at, 7441, St+1)-
o If (s¢,a) is given, then r;41 and sy11 do not depend on any policy!

e The behavior policy to generate a; from s; can be anything. The

target policy will converge to the optimal policy.
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Q-learning — Implementation

Since Q-learning is off-policy, it can be implemented in an either off-policy or
on-policy fashion.

Pseudocode: Policy searching by Q-learning (on-policy version)

For each episode, do
If the current st is not the target state, do

Collect the experience (st,a¢, r¢+1,S¢+1): In particular, take action a;

following ¢ (s¢), generate r¢41, St41.

Update g-value:
qt+1(st,at) = qe(st,ar) — ae(st,ar) [qt(Snat) — [res1 +
ymaxa gt (St+1, a)]]

Update policy:
mi1(alse) =1 — Ile(\.A\ — 1) if a = arg maxq qr+1(st, a)

met1(alse) = |—€‘ otherwise

See the book for more detailed pseudocode.
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Q-learning — Algorithm

Pseudocode: Optimal policy search by Q-learning (off-policy version)

For each episode {so, ao, 1, 81,a1,72,...} generated by 7, do
For each step t = 0,1,2,... of the episode, do
Update g-value:
qir1(se,at) = qi(se,ar) — au(st,ar) [Q(Stv ar) = [riq1 +
Y maXa Gt (Se41, a)]]
Update target policy:
7mre+1(alse) = 1 if a = arg max, gi41(st, a)

7r,t+1(alst) = 0 otherwise

See the book for more detailed pseudocode.
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Q-learning — Examples

Task description:

e The task in these examples is to find an optimal policy for all the
states.

e The reward setting is ",oundary = Tforbidden = —1, and Targer = 1.
The discount rate is v = 0.9. The learning rate is a = 0.1.

Ground truth: an optimal policy and the corresponding optimal state

values.
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Q-learning — Examples

The behavior policy and the generated experience (10° steps):
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(a) Behavior policy (b) Generated episode

The policy found by off-policy Q-learning:
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Q-learning — Examples

The importance of exploration: episodes of 10° steps

If the policy is not sufficiently exploratory, the samples are not good.
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(a) Behavior policy (b) Generated episode (¢) Q-learning result
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Q-learning — Examples
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(a) Behavior policy (b) Generated episode (c) Q-learning result
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A unified point of view
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A unified point of view

All the algorithms we introduced in this lecture can be expressed in a unified

expression:

qe+1(5t, ar) = qu(se, ar) — ae(se, an)[qe(se, ar) — G,

where q; is the TD target.
Different TD algorithms have different g;.

Algorithm Expression of G

Sarsa Gt = Te+1 + 7qe(Sta1, aet1)

n-step Sarsa Gt = Tt+1 + Yre2 + -+ 7" (St4n, Gitn)
Expected Sarsa Gt =re41 + 7>, me(alser1)qe(ser1,a)
Q-learning Gt = Tt4+1 + ymaxq ¢t (St41,a)

Monte Carlo Gt = Te+1 +Yre42 + ...

The MC method can also be expressed in this unified expression by setting

ai(st,ar) = 1 and hence qi11(st,at) = G-
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A unified point of view

All the algorithms can be viewed as stochastic approximation algorithms

solving the Bellman equation or Bellman optimality equation:

Algorithm Equation aimed to solve

Sarsa BE: gx(s,a) = E[Rit1 + Ygr (St+1, At+1)|St = s, Ay = a]

n-step BE: gr(s;a) = E[Rey1 + YRt + -+ + 7" (St4n, at4n)|Se =
Sarsa s, Ay = al

Expected BE: ¢r(s,a) = E[Rey1 + YEa, [qW(St+1,At+1)HSt =s, A = al
Sarsa

Q-learning BOE: ¢(s,a) = E [R¢+1 + maxq q(S¢4 1,(1)}51‘ =s,At = al

Monte Car- || BE: g (s,a) = E[R¢+1 + YRi42 + ... |St = s, At = a]

lo
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B Summary
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e Introduced various TD learning algorithms

e Their expressions, math interpretations, implementation, relationship,

examples

e Unified point of view
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